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Abstract: Data is growing at a very rapid pace these days. The advances in Cloud computing and modern 

web applications have raised the need for highly accessible and scalable distributed databases to hold the 

big data being created and consumed. Traditional databases (RDBMS) are failed to process such 

enormous amount of data as they are not well equipped to handle such a variable nature of data. 

Especially in large scale and high concurrency applications, such as search engines, using the relational 

database to store and query dynamic user data have appeared to be inadequate.  In this case, various types 

of non-relational databases have emerged in recent years, commonly referred to as NoSQL databases. In 

this paper, the performance of different NoSQL databases under various parameters like creation, 

insertion, updation, and throughput has been evaluated. For this, YCSB benchmark (Yahoo Cloud 

Serving Benchmark) has been used to drive performance tests, with the results being evaluated through 

statistical analysis. The experiments not only cover performance (latency and throughput) but also focus 

on ease of use and flexibility of the various NoSQL databases. 

 
 

1. Introduction 

A distributed database is a single logical database that is spread physically across computers in several 

locations that are connected by a data communications network. A distributed database requires various 

database management systems, running at each remote site, known as Distributed Database Management 

Systems (DDBMS). The architecture of Distributed database categorized into two groups: 

A homogeneous distributed database has identical software and hardware running all databases instances 

and may appear through a single interface as if it were a single database.[5][6] A heterogeneous 

distributed database may have different hardware, operating systems, database management systems, and 

even data models for different databases. Since the meaning of a distributed database incorporates a set of 

local applications or databases, it is expected to contrast distributed and traditional non-distributed 

databases. It turns out that the distributed database is very close to a conventional database. This implies 

that traditional database results can be used or customized to ensemble distribution.  

Relational Database Management System (RDBMS) innovation can no longer keep pace with the 

velocity, volume, and variety of data being created and consumed.  Integrating “Big Data” into these 

systems causes the relational normalized schema too complex. Confronted with the difficulties that 

conventional RDBMSs experience in handling Big Data and in fulfilling the cloud prerequisites, various 

specialized solutions have developed in last few years which are trying to solve these issues. NoSQL 

databases overcome this problem and remain flexible and consistent. The NoSQL DBMS present 

themselves as data processing alternatives that can handle a large volume of data and also provide the 

required scalability. 

There are various types of NoSQL databases are available which are being used in practice for various 

applications, big data, and real-time web applications. Each database uses a particular data format for 

storing its data. Hence a new user faces the problem of selecting the appropriate NoSQL database that can 

be used for his business needs while switching from relational database to NoSQL.[10] So, comparing 

data using documentation and structures is not the only solution here, as it is just a qualitative 
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performance comparison, the user needs to know the actual performance statistics as well, which is harder 

to obtain [14]. So the problem is how to compare and find which family of NoSQL systems perform 

better based on their effectiveness for core operations like creation, updation, insertion, and throughput by 

evaluating them on a set of common workloads of different types. This will help the users in making a 

good decision while switching to the big NoSQL world. 

Despite the suitability of NoSQL information stores, the tremendous number of existing solutions 

(more than 120) and the complexity among them make it hard to plan a viewpoint on the domain and 

even more challenging to select the appropriate solution for a problem. Hence, the objective of this work 

is to perform extensive tests on column family (Cassandra, HBase) and document family (Couchbase, 

MongoDB) to find out which family performs better under operations like creation, insertion, updation, 

and throughput performance using YCSB benchmarking in order to provide guidance to practitioners and 

researchers to choose the appropriate data store for specific applications. 

2. Related work 

Bogdan George et al. in [1] attempted to remark on the different NoSQL systems and to make a 

comparison (utilizing various criteria) between them. In this review paper a comparison between 

Cassandra, HBase and MySQL in light of subjective (like persistence, replication, availability, 

transactions) and quantitative criteria (like read latency, write latency) and concluded SQL databases 

perform better to scan through records yet performed inadequately on scaled write operations in contrast 

with NoSQL databases. 
Prasanna Bagade et al. in [3] outline an execution Monitoring tool for NoSQL Cassandra Distributed 

database that will help to make decisions to improve performance as per different environments. They use 

node tool utility in Cassandra to gather Cassandra performance statistics. The principle parameters 

considered were CPU utilization, Memory utilization, thread pool statistics, Read and write latencies for a 

column family. With the graphs generated by a monitoring tool, a clear picture of the performance of the 

database and this helps to make decisions about storage strategy of the database. 

Rick Cattell in [5] inspected a number of SQL, and so-called “NoSQL” data stores designed to scale 

basic OLTP-style application loads over numerous servers and contrast the new systems on their data 

model, consistency mechanisms, storage mechanisms, durability guarantees, availability, query support, 

and other dimensions. These systems typically yield some of these measurements, e.g., database-wide 

transaction consistency, in order to achieve others, e.g., higher availability and scalability. 
A B M Moniruzzaman et al. in [13] studied that various data-models, the relational model has been 

dominating since the 80s, with implementations like Oracle databases, MySQL and Microsoft SQL 

Servers - also known as Relational Database Management System (RDBMS). 

Dayne Hames et al. in [16] analyzed the design, execution, and subsequent performance between 

conventional Relational Database Management Systems (RDBMS) and modern NoSQL Database 

Systems when implemented on a cloud server. While significant groundwork has been laid for this 

comparison and exhibited two distinct scenarios for real-world comparison: one containing highly 

structured data, and one containing unstructured data. In addition to concerns about the design, we will 

test our approaches to each model side-by-side in the same cloud environment. Upon reflection of the 

tests applied to these two very distinct systems, it is apparent that more research is necessary. 

3. Methodology 

This work has been developed to answer the research question: “Is there currently enough knowledge on 

quality attributes in NoSQL systems to aid a software engineer‟s decision process”?  

Since the wide variety of NoSQL databases available nowadays, a new customer wishing to switch from 

the traditional RDBMS hosted server to NoSQL databases faces the problem of selecting the appropriate 

distributed database that can be used for his business needs without drastically altering his existing 
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application. This work addresses the problem by differentiating NoSQL systems based on their 

performance over core operations like creation, insertion, updation, and throughput.  

Following methodology is used to develop this work and answer the original research question. 

Step 1.    Install Ubuntu 14.04 LTS OS on every node of the cluster 

Step 2. First check all Prerequisites like Java, SSH (secure shell), disabling IPV6 and if Prerequisites 

are not installed then install it. 

Step 3. Install the NoSQL databases (MongoDB, Couchbase, Cassandra, HBase) on the machine and 

after configuring some configuration files, start the databases. 

Step 4. Install the YCSB and bind the databases with YCSB by editing pom.xml file in YCSB and add 

some jar files to database-binding files. 

Step 5. Now, once the database is bound with YCSB, it is ready to test the database. Before running the 

test, the workload is loaded. 

Step 6. Run the loaded workload and get the results. 

Step 7. Performance metrics such as creation, insertion, updation, throughput are calculated from the 

output of YCSB load and run operations. 

 

Figure 1.  Flowchart of the proposed methodology 
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2.1 Experimental Setup 

A five-node heterogeneous cluster has been setup in order to evaluate the performance of the various 

NoSQL databases. The cluster consists of five heterogeneous nodes. There are one master node and 4 

slave nodes. However, the master node is also configured to act as a slave. Hence, all the 5 nodes will 

store and process the data. In this cluster, Cassandra, HBase, MongoDB, CouchBase were installed. 

Regarding experiment workload, the YCSB benchmark was used to drive performance tests on databases 

installed over the cluster. 

 

Table 1. Hardware configuration for Cluster 

Node Type Processor RAM 

Master 
Intel(R) Pentium(R) D CPU 

@ 3.40 GHz 
4 GB 

Slave 1 
Intel(R) Pentium(R) D CPU 

@ 3.40 GHz 
4GB 

Slave 2 
Intel(R) Core(TM) 2 CPU 

4300 @ 1.80 
3 GB 

Slave 3 
Intel(R) Pentium(R) D CPU 

3.40 GHz 
3GB 

Slave 4 
Intel(R) Core(TM) i3-31110 

M CPU @ 2.40 GHz 
       4GB 

 

2.2 Software Used 

Various software requirements for performance evaluation are:- 

Table 2.  Software requirements 

Requirements 

Software  Oracle VirtualBox 

 Operating System: Ubuntu 14.04 LTS 

 Java (JDK 1.8) 

 Apache-Cassandra-3.0.3 

 Hadoop-2.6.0 

 Zookeeper-3.4.6 

 HBase-0.94.8 

 CouchBase-server-enterprise- 

 YCSB-0.7.0 

 

2.1.1 Cassandra Software 

The Cassandra version used 3.0.3 is installed from source. We add three public keys from the Apache 

Software Foundation associated with the package repositories and edit its init script. Once the cluster is 

ready, the driver script connected to the first node is executed by following commands via the cqlsh 

command line utility to create the needed keyspace and column family. 



IInntteerrnnaattiioonnaall  JJoouurrnnaall  ooff  EElleeccttrroonniiccss  EEnnggiinneeeerriinngg  ((IISSSSNN::  00997733--77338833))  
    VVoolluummee  1100  ••  IIssssuuee  11    pppp..  223355--224444      JJaann  22001188--JJuunnee  22001188            wwwwww..ccssjjoouurrnnaallss..ccoomm 
 

 

 

AA  UUGGCC  RReeccoommmmeennddeedd  JJoouurrnnaall                                  Page | 239 
 

Create keyspace ycsb 

WITH REPLICATION = {„class‟: 'SimpleStrategy', 'replication_factor': 1}; 

Create table ycsb.usertable (y_id varchar primary key, field0 blob, field1 blob, field2 blob, field3 blob, 

field4 blob, field5 blob,,field6 blob, field7 blob, field8 blob, field9 blob) with compression 

={'sstable_compression': ''}; 

2.1.2 HBase Software 

The HBase is installed using the combination of the latest stable Hadoop (2.6.0) and the latest stable 

HBase (0.98). It received its node ID from the head node on start up. The template files core-site.xml, 

hdfs-site.xml, and hbase-site.xml were read with tokens replaced to configure the cluster. The first node 

declares itself the master and ran as both the Hadoop namenode and the HBase master, and starts the 

Zookeeper process as well. All other nodes then start as a datanode and region server, pointing at the 

master node's Zookeeper for coordination. Once the cluster is ready, the driver script is connected to the 

first node and the table is created. To configure the cluster, following command is run [22]: 

Create 'usertable', {NAME => 'data'}, {SPLITS => [(split computation here)]} (in contrast to the version 

described in the paper that had COMPRESSION => 'GZ' included.) 

2.1.3 CouchBase Software 

For CouchBase, we use the latest stable version of CouchBase Server Community Edition 4.1.0. On 

startup, it receives its node ID from the parent server. The first node performs a cluster-init command on 

itself via CouchBase-CLI. It then creates the default bucket to use the entire allocated RAM and set the 

bucket-eviction-policy to full eviction. After this process, the driver script does not need to perform any 

further action to configure the cluster. 

2.1.4 MongoDB Software 

The MongoDB installation uses the latest preview release candidate (2.8.0-rc4, which eventually became 

MongoDB 3.0) from the repository by creating a MongoDB list file in /etc/apt/sources.list. d [21]. Now 

MongoDB shell is started using mongo, and a database named ycsb is created. Once the cluster is ready, 

the driver script is connected to the first node and marks the collection to enable sharding as: 

sh.enableSharding("ycsb") 

sh. shardCollection ("ycsb. usertable", {“_id": 1}) 

 

Then, using the same numeric-based distribution calculated for HBase, the script pre-distributes the 

chunks by running the following command for each shard: 

db.runCommand({{split:"ycsb.usertable", middle: {{_id: "user (calculated range)"}}}}) 

db.adminCommand ({{moveChunk:"ycsb.usertable", find:{{_id: "user(calculated range)"}}, 

to:"shard(node ID)"}}) 

2.2 Performance Metrics Used 

Following parameters are used for evaluating the performance of various databases: 

 Creation time: Creation time is the total time to generate the data and insertion of data into the 

database during the load phase of YCSB. It is the overall run time of the loading phase. It is 

measured in milliseconds (ms). 
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 Insertion time: After the generating the data, insertion time is the time taken by YCSB to insert 

data into databases. For the evaluation average latency of insertion has been used from the load 

phase which is measured in microseconds (µs). 

 Updation time: Updation time is the time taken to update the database. For the evaluation 

average latency of updation has been used from the run phase which is measured in microseconds 

(µs). 

 Throughput: Throughput is the rate of production or the rate at which something can be 

processed. In benchmarking context, it is the number of operations executed in unit time. It is the 

overall operations executed in run phase. 

2.3 Workload Used  

To perform the evaluation, the standard Yahoo Cloud Serving Benchmark (YCSB) has been used which 

is one of the most popular benchmarks for testing non-relational databases. It provides data generator and 

a set of workloads that are defined as a set of CRUD operations. Even though the database is synthetic, 

i.e., data that is generated by the benchmark is a set of random characters, records have a predefined 

structure with a specified number of fields and are indexed by the key. All generated data can be easily 

imported into specific databases, and workloads are easily executed via terminal. 

4. Results and Discussion 

For evaluating the performance, Cassandra, HBase, MongoDB, Couchbase has been setup on multi-node 

Hadoop cluster. The Yahoo Cloud Serving Benchmark client is also deployed on the cluster. Benchmark 

workloads have been run to test the NoSQL systems against each other for various database operation 

scenarios.  

For benchmarking, a workload has been selected which consists of 50% read statements in the test 

database and 50% update statements. The workload can be executed by replacing the ”load” keyword in 

the command line with ”run” token and adding the ”-t” tag to indicate that this was the transaction phase 

of the database and not the loading phase. We run the workload with 1000, 5000, 10000 and 50000 

records. 

3.1 Running YCSB workloads 

Workloads are loaded and executed by  following command 

./bin/ycsb<operation><database name>-P workloads/workloadNumber -P<database property files>-p 

debug=true -s > <location> 

Where, 

Operation=load/run 

Database name=MongoDB/Cassandra/DynamoDB/HBase 

Database property files=We can specify the runtime properties of the workload in this file. 

Location=The location of the log files for results and debug messages to be redirected. 

3.2 Test results 

In this section, we compare the test results obtained for MongoDB, Cassandra, Couchbase, and HBase 

when a workload runs on them using the YCSB client. 

3.2.1 Comparison time of creation of databases  for different types of instances 

We record the overall creation time of generating the data in loading phase of the benchmark for 1000, 

5000, 10000 and 50000 records. 
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 By observing these vales as depicted in table 3, it is cleared that time taken by Cassandra for the creation 

of records increases gracefully with the number of records. MongoDB comes up as a close second being 

slower by just a few seconds in all the test cases. But Couchbase and HBase take comparatively very less 

time as compared to other databases.  

Table 3. Comparison of time required for creating databases   

Database\Instance 1000 5000 10000 50000 

HBase 9.57 2.99 4.05 2.83 

Cassandra 7.75 20.64 18.65 55.98 

CouchBase 1.37 0.88 1.31 1.32 

MongoDB 6.38 15.37 24.22 53.99 

 

 

Figure 2. Creation time for various Databases 

3.2.2 Comparing insertion time for different types of instances 

While inserting the records, it is noticed that the time taken by Couchbase to insert records increases with 

increasing the number of records. However, HBase takes a huge performance hit as the records increases 

but gradually declines at a certain point. MongoDB and Cassandra take approximate equal time for 

insertion. 

Table 4. Comparison of insertion times 

Database/Instance 1000 5000 10000 50000 

HBase 0.0056 0.373 0.734 0.448 

Cassandra 0.0053 0.0036 0.0016 0.0010 

Couchbase 0.0131 0.130 0.162 0.1316 

Mongodb 0.0051 0.0027 0.0022 0.0010 
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Figure 3. Insertion times for Databases 

 

3.2.3   Comparing updation time for different types of instances 

While running the benchmark, in Cassandra, MongoDB and CouchBase take less time for updating the 

records as compared to HBase which takes more as the record size increases from 1000 to 5000 but 

gradually decreases as size increases from 5000 to 50000 as shown in figure   

Table 5. Comparison of updation times  

Database/Instance 1000 5000 10000 50000 

HBase 0.0083 0.0138 0.0090 0.0034 

Cassandra 0.0062 0.0035 0.0016 0.0012 

Couchbase 0.0037 0.0006 0.0011 0.0005 

Mongodb 0.0048 0.0024 0.0015 0.0018 

 

Figure 4. Updation times for Databases 
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demonstrated a maximum throughput of 773.15 ops/sec while Cassandra has a maximum throughput of 

758 ops/sec. CouchBase has maximum throughput 1346 ops/sec. 

Table 6.  Comparison of throughput  

Database/Instance 1000 5000 10000 50000 

HBase 97.15 80.66 132.45 340.98 

Cassandra 111.71 228.16 520.37 758.46 

Couchbase 224.16 930.23 673.35 1343.9 

Mongodb 181.29 409.23 773.15 713.56 

 

 

5. Conclusion 

NoSQL era has brought a shift of users from traditional systems and RDMS data stores. With the 

exponential increase in the amount of data, most of the big names like Twitter, Facebook, Walt Disney 

now using NoSQL databases to store their data. Most of the NoSQL databases are open source, and the 

number of developer and support community for these NoSQL systems is increasing at a rapid pace. This 

experimental analysis evaluated the hypothesis that document oriented CouchBase is indeed faster than 

HBase when the workload executed was 50% read and 50% update operation because of the lowest 

latency.  

Over the next set of tests, MongoDB performs better than Cassandra for insert operations for various sizes 

of data sets. Then in the throughput graph, CouchBase and MongoDB perform better than Cassandra. One 

reason why Cassandra and HBase were not able to beat document store is that they are supposed to be 

deployed as a cluster of nodes to fully achieve peak performance. It is a true peer-peer NoSQL system, 

and hence its capabilities were not fully exploited and utilized in single node deployment. Looking back 

at results document store NoSQL systems was able to surpass the column store NoSQL in almost test 

cases. 
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